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Abstract

In this short paper we provide time-series approaches, to forecast the rate of growth of
confirmed cases of the novel CoViD-19 pandemic in the most severely affected countries.
We examine the performance of non-linear curve fitting models, including logistic and
spline functions, and more elaborate parametric neural network models.
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1 Introduction

In this note, we present results from a number of different statistical curve fitting approaches
to forecast the progress of the coronavirus (CoViD-19) pandemic for China, South Korea,
Italy, Spain, the United Kingdom and the United States. Our choice of approaches pro-
vides a reasonably comprehensive analysis of the performance of statistical time series in
forecasting the pandemic.

Our approaches use time-series rather than more structural methods. Structural ap-
proaches require calibration of a set of parameters that may be difficult to determine and
further change over time. Our approach avoids this pitfall but may have other disadvan-
tages. It may take time to respond to changes in the environment such as those that might
come about from a change to social distancing rules. At the same time it may be able to
reflect the fact that those changes can take a while to have an effect on the evolution of
the pandemic. We base our analysis on rates of growth rather than levels of cases. We use
both simple approaches, such as logistic functions and also more sophisticated parametric
forms, such as two different deep neural network (NNs) architectures and spline models. We
calibrate a variety of tuning parameters using cross validation and further present detailed
forecast evaluation results.

Our three classes of models are, of course, not the only time-series approaches possible.
Richardson and Spiegelhalter (2020) were particularly critical of the model produced by the
Institute for Health Metrics and Evaluation (Murray (2020)). These were generated by as-
suming that the cumulative death rate follows a cumulative normal distribution, effectively
that of a simple probit model. Such an approach is inflexible, and particularly so when
applied to data from the early stages of an epidemic.

Our out of sample forecasting analysis provides one validation of our approach. Our
findings suggest that time series models have a reasonable potential to forecast the evolution
of the current and possible future waves of the pandemic.

The paper is structured as follows: Section 2 presents the data we consider. Section 3
focuses on the methods used and the approach we take in fitting them to the data. Section
4 presents a summary of our results both in terms of the evolution of the pandemic in
countries most affected and the forecasting ability of our methods. Section 5 concludes.
We have relegated the majority of our forecasting results and model specifications in two
supplementary appendices.

2 Data

For our forecasting exercise we use data from the European Centre for Disease Prevention
and Control 1. The dataset contains the latest available public data on CoViD-19 as of
the 1st of May including a daily situation update, the epidemiological curve and the global
geographical distribution (EU/EEA and the UK, worldwide). The data comes with a delay
of one day.

We pre-process the data in the following way. First we filter the raw new daily cases for
outliers using an MA(2) filter, and then create the total number of cases. The reasoning
behind this pre-processing step is to filter certain irregularities/outliers that exist in the
data; e.g. specific data points where there is a significant increase in the rate of growth of
cases, at latter parts of the sample, followed by significant drops.

1https://data.europa.eu/euodp/en/data/dataset/covid-19-coronavirus-data
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We also do some further processing. Specifically, for the forecasting experiments that
we consider below, and for every country, we find the maximum total growth rate and keep
the remaining time points after this cut-off. The reasoning for this selection is that before
the maximum growth rate has been seen, there exists considerable volatility that can affect
the performance of the models considered. Figures (16) – (21), illustrate the data for each
country, and the vertical bar shows when the maximum growth rate occurs. We note that
the starting point affects considerably the performance of the logistic regression, but the
neural networks and splines appear less affected.

3 Models and Forecasting Methodology

In this section we present the general modelling framework used for fitting the growth rate
of total cases on a country-by-country basis. We assume that a general model of the form

yit = Gi(xit) + εit,

can be used to approximate the growth rate of total confirmed cases. Here yit is the growth
rate of confirmed cases, indexed by i in day t, i = 1, . . . , N , t = 1, . . . , T and εit is a noise
term. xit is a vector of covariates that depending on the model, can include time, the
growth rate of deaths, or both. Our aim is to estimate Gi(xit) and use it for forecasting.
We use a range of curve fitting approximations including logistic functions, splines and
neural networks. Any tuning parameters that are needed for a particular method are either
chosen a priori based on the literature or tuned using cross-validation. In particular 10%
of the estimation sample is left for this purpose and parameters are chosen by minimising
one-step ahead forecast errors. We relegate all model specification and estimation details
to appendix A.1.

4 Forecast Exercise Design

In this section we present our forecasting exercise designs. We remove the initial volatile
part of the sample by finding the last time in the sample of each country that the growth
rate of new cases hit 40% and discard earlier observations. Figures (16) – (21) present our
final samples, in the fourth row. To describe our first forecast exercise let t = 1, ..., T denote
our effective sample index. Let tx% denote the first time the growth rate hits x%. Then
we retain sample observations t = 1, ..., t10% for estimation and carry out one step ahead
out-of-sample forecasting for t = t10% + 1, ..., t1%. If growth rates have not hit the relevant
values by the end of the sample, we use all the sample available for forecast evaluation.

In a second exercise we fit our models to all the data from t40% up to fifteen days from
a terminal date. This terminal date is given as the date on which the growth rate of the
disease first drops to 1%, yit = 0.01% or, if it has not yet dropped to 1% the last available
data point. Using our model we produce multi-step ahead forecasts in order to measure
how long our models predict it will take to reach the growth rate observed on the terminal
date. We repeat this exercise, extending the sample by one day at a time and compare
the predicted time needed to reach the terminal growth rate with the actual time. For
these multi-step (h-step ahead) forecasts, we carry out direct forecasting by ensuring that
we estimate our models using information on regressors, h steps before the realisation of y
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we are forecasting. We denote this exercise as “Forecast Lockdown Relaxation” because it
could be used in real time to provide an indication of when any lockdowns might be lifted.

We calculate RMSFE statistics to evaluate forecast accuracy for the first two exercises
and perform the Diebold and Mariano (2002) (DM) test, with the Harvey, Leybourne, and
Newbold (1997) adjustment to gauge statistical significance of forecasting ability. Results
are reported in Table (1).

For the second exercise, we fit (train) our models using {yit, xit} |t=t15,...,tT . We examine
the RMSFET%. We then repeat the practice described for t14, t13, . . . , t1, producing the
respective RMSFEs for each time period. We retune the parameters after each observation
using the respective RMSFEs.

5 Empirical Results

In this section we present our forecasting results, from our two forecasting experiments.
Table (1) depicts the forecasting evaluation results relative to the logistic regression model
(either with or without CV) for the forecasting approach I. Here “Splines” indicates the
results using the spline models, while MLP and LSTM are two forms of neural network
model2. The summary presented in Table (2) does not present any outstanding ’best model’
although we can see that the LSTM model is the best performer in three out of the six cases.
Further, CV helps in obtaining better forecasts, as seen in three out of the six countries.
Where it does work it can offer very large gains in forecast performance. To take an extreme
case, for Spain, the RMSFE is only 33% of that of the logistic model.

In our “B.1 Forecasting Results Online Supplement”, we include further forecasting
evaluation results from all modes, across our different approaches, where all models are
compared with all models, see e.g. Tables (3) - (8). Specifically in each Table we print the
RMSFE across our rolling 1− step ahead forecasts, relative to the model from the corre-
sponding column. e.g. the entry in position (2, 1) is mRMSFE(Logistic)/mRMSFE(Spline)

and so on. The asterisks denote the statistical significance from the DM test of predictive
accuracy.

Here too, our findings suggest that the Logistic Regression generally is dominated by
the other models, although in countries that have reached 1% ,e.g. China and Korea,
the Logistic model is performing better due to the fact that it is a decaying function.
This is illustrated in Figure (1), that depict forecast errors from the in sample evaluation
period. Our cross validation scheme improves the forecast errors. Table (2) depicts the best
performing model, both by country and forecasting approach.

The purpose of our second forecasting experiment is to provide an indicator of the
so-called Forecast Lockdown Relaxation. This compares the number of days our forecasts
suggest will be needed to reach a specified growth rate with the actual number of days taken.
If governments were to define the end of the lock down by a threshold value of infection
growth that needed to be passed, an analysis of this sort could be used to help governments
plan when the end of the lockdown might be reached (or eight days for South Korea). We
start this exercise fifteen days before the threshold is in fact reached and re-calculate the
predicted date each day as new data accrue. If the models work perfectly the results would
plot out a 45o line sloping down to the date on the horizontal axis at which the threshold
was actually crossed.

2multi-layer perceptron and long short-term memory models respectively. For more details the reader is
referred to the methodological supplement.
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Figure (2) in our “B.1 Forecasting Results Online Supplement” suggests a reasonably
good performance for Italy when the logistic model is used but less satisfactory performances
when the other models are used. The LSTM model in Figure (5) and Figure (9), on the
other hand, generally performs well and offers the most promise for giving accurate answers
to the question of when a threshold will be reached.

The latter suggests that our methodology can provide real time information about the
time taken for infection growth to fall below a threshold value. These forecasts may assist
both governments wanting to provde an indication of when it may be possible to end
lockdowns.

Point Forecasting - RMSFE

Country Splines MLP LSTM

China withoutCV 1.12 1.13 1.11
CV 1.18 1.01 1.07

South Korea withoutCV 0.61 0.64 0.55
CV 0.57 0.77 0.67

UK withoutCV 0.57*** 1.69** 0.38***
CV 0.42*** 0.68*** 0.77**

USA withoutCV 0.44*** 0.87** 0.59***
CV 0.52*** 0.91* 0.59***

Italy withoutCV 1.02 0.68** 0.64
CV 0.66 0.88* 1.15

Spain withoutCV 0.62 0.75* 0.8
CV 0.52* 0.33*** 0.62**

Table 1: Average RMSFEs for all models and relative to both logistic without CV (Tabular
I) and logistic-CV (Tabular 2). *, **, *** are the results from Diebold and Mariano (1995)
test with Harvey’s (1997) adjustment for predictive accuracy.* Denotes rejection at the 10%
level, ** at the 5% level and *** 1% level. Values less than unity show evidence in favour
of the competing models.

China South Korea UK USA Italy Spain

Approach 1 Logistic CV LSTM LSTM CV Splines LSTM MLP - CV

Table 2: Summary

5



6 Conclusion

In this paper we examine the forecasting performance of various statistical time series models
applied to the CoViD-19 pandemic. Models range from the simple to the considerably more
complex and flexible. Model classes include logistic regression, spline regression and various
neural network models with different architectures. We focus attention on modelling the
growth rate of CoViD-19 cases, but of course related time series can also be analysed with
these diverse tools. Our choice of models aims to be extensive in an effort to complement
other approaches that have recently appeared in the literature. We also provide some
forecast evaluation results, trying to distinguish between different models, in terms of their
forecasting ability.

Our approach is solely statistical but aims to have enough flexibility to accommodate
the complex evolution of the pandemic in different countries under different policy regimes.
This partly compensates for the fact that we keep our analysis within a reduced form setting,
rather than develop structural modelling settings, as is common in this rapidly expanding
literature. Of course more structural approaches also suffer problems such as considerable
sensitivity to unknown structural parameters than need to be calibrated from limited data.

In continuing work, that will appear in later drafts of this paper, we will analyse the
panel dimension of our dataset, using novel penalisation techniques, with an aim to have
countries at a more advanced stage of the pandemic selectively inform the evolution of
countries earlier on in their pandemic curve. Our aim is, also, to evaluate and compare
different models, with a view to having some results and tools that could be of use in later
pandemic waves or pandemics caused by different pathogens.
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A.1 Model Description

A.1.1 Logistic regression

A basic logistic Regression model is a three parameter non-linear response model. The
parameters b and c are the y−intercept and the base of the exponential function bect. As in
other exponential functions, c is restricted to positive values. We use the negative exponent,
which inverts the typical dependence on the size of the base. While ct grows for c > 1 , bect

decays. Similarly, while ct decays for 0 < c < 1, bect grows. Specifically, the model is

yit = G(xit, t) (1)

where
G(xit, t) =

α

1 + beci1xit+ci2t

The model in (1) allows for two regressors, the growth rate of deaths and time respectively.
For the logistic regression function, we minimise the sum of squared forecast errors over the
p? parameters, namely the parameters mentioned in (1).

A.1.2 Spline regression

We use a k−th order natural smoothing spline; a continuous piecewise polynomial function
of degree k, with a continuous derivatives of order 1, 2, . . . , k − 1, the knot points. We
consider natural smoothing splines, because typical smoothing splines develop high variance
at the boundaries of the time domain. Therefore, the piecewise polynomial function is forced
to have a lower degree to the left of the leftmost knot, and to the right of the rightmost
knot, i.e. ζ0, . . . , ζT , where ζj , ∀j ∈ {1, . . . , T} and ζ0 < · · · < ζT are the knots of the
natural spline. We then consider the following basic functional minimization procedure,

T∑
t=0, i∈1,...,N

(yit −Gi(t))2 + λ

∫ (
Gi(t)

′′)2 dt, (2)

where Gi is a natural cubic spline function.
We calibrate λ, the roughness parameter in sample. For our forecasting exercise the

important parameter to tune is the number of knots. Here we use only time as a regressor.
This means that we do not split the data into training and test samples. On the contrary
we use the whole time index as a training sample in order to obtain the optimal amount of
knots, using grid search between 5 and 20, increasing by one step at a time.

A.1.3 Neural network regression

Neural networks have been successfully applied across an extraordinary range of fields as
diverse as finance, computer science and biology. Heuristically speaking, neural networks are
systems of interconnected components which are called neurons and exchange information
between each other. The neurons are organized in layers. Each neuron of each layer is
connected to each neuron of the subsequent (and thus previous) layer. Information flows
from one layer to the subsequent layer. For example, a feed-forward neural network with one
hidden layer has three layers: input layer, hidden layer, and output layer. The connections
have weights that can be tuned based on observed data, making neural nets adaptive to
inputs and capable of learning.
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Feed-forward neural nets have become popular mainly due to their ability to approximate
arbitrary functions, a result which was first established by Cybenko (1989). Since then, a
large number of studies have proved that feed-forward networks with a hidden layer and
different activation functions can approximate arbitrarily well any continuous function of
several real variables Hornik (1991), Hornik, Stinchcombe, White, et al. (1989), Galant and
White (1992), Park and Sandberg (1991)).

Work by Liang and Srikant (2016), Mhaskar, Liao, and Poggio (2017) and Wang et al.
(2018), extends the above theory and shows that standard multilayer feed-forward net-
work architectures (deep neural networks) can also approximate any function of interest
to any desired degree of accuracy, provided sufficiently many hidden units and layers are
available. These results establish multilayer feed-forward networks as a class of universal
approximators. Interestingly, the approximation error is shown to decline exponentially
with the number of layers, but only polynomially with the number of neurons, providing
some justification for the ability of deep neural networks to extract efficiently patterns.

A general definition of a multi-layer (deep) neural network follows: Let xt = (x1t, . . . , x
′
pt

be the input vector where xt ∈ Rp. Let h1, . . . , hL be vectors of activation functions for each
of the L (hidden) layers of the network representing non-linear transformations of the data.
We assume that h1, . . . , hL are non-constant, bounded, and continuous functions. Denote
by gl the l-layer which is a vector of functions of length equal to the number of Jl nodes in
that layer, such that g0 = x. The overall structure of the network is equal to:

G = gL(gL−1(. . . (g0(.))

where:
gl(x) = W1,lhl (W2,lx + bl) ∀1 ≤ l ≤ L

and W1,l, W2,l and bl are matrices and vectors of weight parameters and constants respec-
tively. According to various universal approximation theorems (see, e.g., theoretical results
in Hornik (1991), Hornik, Stinchcombe, White, et al. (1989), Galant and White (1992),
Kapetanios and Blake (2010), Liang and Srikant (2016), Mhaskar, Liao, and Poggio (2017),
Wang et al. (2018) g or G can approximate abritrarily well f , in the sense that, for any
ε > 0,

sup
x
|G(x)− f(x)| < ε

We will abstract from this approximation error which can nevertheless be non-negligible,
as it depends on the choice of the basis function. Then, the model at hand becomes:

yt = G
(
xt,β

0
)

+ εt (3)

where xt is p× 1, β0 is k × 1 and contains all model parameters and G denotes the overall
nonlinear mapping.

We estimate this model by penalised least squares, i.e.

β̂ = arg min
β

‖y −G (X,β)‖22
T

+ λ ‖β‖22 .

We train our network in batches. Batch size defines the number of samples that will be
propagated through the network. For instance, let’s say you have 150 training samples and
you want to set up a batch size equal to 10. The algorithm takes the first 10 samples (from
1st to 10th) from the training dataset and trains the network. Next, it takes the second 10
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samples (from 11st to 20th) and trains the network again, the algorithm continues till the
last batch.

We present two neural network (NN) each build with different architectures. Mul-
tilayer Perceptron (MLP), is one of the earliest NN architectures, that depicts a basic
feed-forward, fully connected network. The second architecture utilises a Long short term
memory (LSTM) network; a variant of the recurrent neural network (RNN) architecture.
The usefulness of RNN lies to the fact that they draw information from the covariates. To
be more precise, RNNs draw information not only from the current co-variate but also from
previous covariates in a sequence. LSTM are well known in storing long-running memory
along with the short-run memory.

A.1.3.1 Multi Layer perceptron (MLP) architecture

The architecture of MLP consists of three distinct nodes, i) model inputs, ii) hidden layer
and iii) output layer. The model is feed-forward i.e. the data only moves in one direction
throughout the model. This means that the architecture consists of stacked layers of hidden
nodes. Furthermore, the inputs of each node are the outputs of a preceding layer. Each
neural unit is connected with a weight coefficient wi, and the combination of underlying
result is calculated as follows:

yit = f(wixit + bi)

The structure of the architecture consists of four levels of MLP. The first MLP layer has
50 neural units, the second 30, the third 10,and the last one has 8 units. The input structure
consists of two factors, while the output is obtained after connecting the multivariate inputs
to the fully connected layer. For the activation function of the output layer we used the
hyperbolic tangent:

yit = tanh(wixit + bi),

where

tanh(x) =
e2x − 1

e2x + 1

A.1.3.2 Long short-term memory (LSTM) architecture

In general the architecture of LSTM has the following property: each layer correspond to
one element in the sequence, each layer receives information from the long-run memory of
the sequence and the output of each layer comes for the previous element in the sequence.
More formally, each input x is loaded to the network along with outputs from the preceding
layers. The term ci is the cell state of the network at the ith element of the sequence. The
state represents the long-run memory of the network as updated with information from
elements in the sequence. The term hi is the output of the layer.

To be more precise, 
it
ft
ot
gt

 =


σg(.)
σg(.)
σg(.)
σt(.)

W

ht−1xt
1


ct = ft ◦ ct−1 + it ◦ gt
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ht = ot ◦ σt (ct) ,

where W is a weight matrix, ct the cell state, ft the forget gate (determines how many
values from ct−1 will be kept), it the input gate (determines the update rate of the cell),
ot the output gate (determines how much ct reveals to ht), σg(.) the sigmoid activation
function and σt(.) the hyperbolic tangent activation function, ht the hidden state, gt the
cell input activation and ◦ stands for the function composition operator. Finally our output
is calculated as

yit = (wihit + bi),

we assume a linear function as activation function. The structure is composed of one LSTM
layer, and each layer has 20 neural units. Similarly with MLP, the input layer consists of
two factors influencing the cumulative number of cases, with a time step of 1.

For the networks Cross Validation, we tune the learning rate for the optimiser1, from a
grid containing [0.1, 0.01, 0.001]. We further fix the hyper-parameters of input, hidden and
output layers as well as the batch size and activation functions, throughout our forecasting
experiments, as described above. In order to avoid any potential over-fitting of the nets, we
apply Lasso and Ridge penalties, while we tune the weights from a grid [0.1, 0.01, 0.001].
We fit the networks with the grid mentioned above. We then estimate the one step ahead
forecasts, while selecting the optimal values, based on the least squares function.

1Here we are using Adaptive Moment Estimation (ADAM) as the optimiser.
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B.1 Forecasting Results

B.1.1 Forecasting Results - Diebold Mariano

In the tables below, the entries are calculated as the ratio of column over row entry; e.g. in
Table (3), the second row shows the relative RMSFE of the logistic regression model over
the spline regression. Hence, values above one favour the spline model.

China Point Forecasting - mRMSFE - Approach 1 [10% - 1%]

Logistic Splines MLP LSTM Logistic - CV Splines - CV MLP- CV LSTM-CV

Logistic 1 - - - - - - -
Splines 0.89 1 - - - - - -
MLP 0.89 0.99 1 - - - - -
LSTM 0.9 1.01 1.02 1 - - - -
Logistic - CV 1.25 1.41 1.41 1.39 1 - - -
Splines - CV 0.85 0.95 0.96 0.94 0.68 1 - -
MLP- CV 0.99 1.11 1.12* 1.1 0.79 1.17* 1 -
LSTM -CV 0.94 1.05 1.06 1.04 0.75 1.1 0.94 1

Table 3: Average RMSFEs for all models and relative to each model. *, **, *** are the
results from Diebold and Mariano (1995) test with Harvey’s (1997) adjustment for predictive
accuracy.* Denotes rejection at the 10% level, ** at the 5% level and *** 1% level.

South Korea Point Forecasting - RMSFE - Approach 1 [10% - 1%]

Logistic Splines MLP LSTM Logistic - CV Splines - CV MLP- CV LSTM-CV

Logistic 1 - - - - - - -
Splines 1.64 1 - - - - - -
MLP 1.56 0.95 1 - - - - -
LSTM 1.81 1.1 1.16 1 - - - -
Logistic - CV 1.61 0.98 1.04 0.89 1 - - -
Splines - CV 1.75 1.06 1.12 0.97 1.09 1 - -
MLP- CV 1.3 0.79 0.84 0.72 0.81 0.75 1 -
LSTM -CV 1.49 0.91 0.96 0.82 0.92 0.85 1.14 1

Table 4: Average RMSFEs for all models and relative to each model. *, **, *** are the
results from Diebold and Mariano (1995) test with Harvey’s (1997) adjustment for predictive
accuracy.* Denotes rejection at the 10% level, ** at the 5% level and *** 1% level.
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UK Point Forecasting - RMSFE - Approach 1 [10% - 1%]

Logistic Splines MLP LSTM Logistic - CV Splines - CV MLP- CV LSTM-CV

Logistic 1 - - - - - - -
Splines 1.75*** 1 - - - - - -
MLP 0.59** 0.34** 1 - - - - -
LSTM 2.64*** 1.51** 4.47*** 1 - - - -
Logistic - CV 0.82*** 0.47*** 1.39* 0.31*** 1 - - -
Splines - CV 2.41*** 1.38 4.08*** 0.91 2.94*** 1 - -
MLP- CV 1.47*** 0.84 2.49** 0.56*** 1.8*** 0.61** 1 -
LSTM -CV 1.31** 0.75 2.21** 0.49*** 1.59*** 0.54*** 0.89 1

Table 5: Average RMSFEs for all models and relative to each model. *, **, *** are the
results from Diebold and Mariano (1995) test with Harvey’s (1997) adjustment for predictive
accuracy.* Denotes rejection at the 10% level, ** at the 5% level and *** 1% level.

US Point Forecasting - RMSFE - Approach 1 [10% - 1%]

Logistic Splines MLP LSTM Logistic - CV Splines - CV MLP- CV LSTM-CV

Logistic 1 - - - - - - -
Splines 2.27*** 1 - - - - - -
MLP 1.15** 0.51*** 1 - - - - -
LSTM 1.7*** 0.75** 1.48*** 1 - - - -
Logistic - CV 0.73* 0.32*** 0.64** 0.43** 1 - - -
Splines - CV 1.92*** 0.85** 1.67*** 1.13 2.61** 1 - -
MLP- CV 1.1* 0.48*** 0.95 0.64*** 1.49** 0.57*** 1 -
LSTM -CV 1.7*** 0.75** 1.48** 1 2.32** 0.89 1.55** 1

Table 6: Average RMSFEs for all models and relative to each model. *, **, *** are the
results from Diebold and Mariano (1995) test with Harvey’s (1997) adjustment for predictive
accuracy.* Denotes rejection at the 10% level, ** at the 5% level and *** 1% level.

Italy Point Forecasting - RMSFE - Approach 1 [10% - 1%]

Logistic Splines MLP LSTM Logistic - CV Splines - CV MLP- CV LSTM-CV

Logistic 1 - - - - - - -
Splines 0.98 1 - - - - - -
MLP 1.48** 1.51*** 1 - - - - -
LSTM 1.56 1.6*** 1.06 1 - - - -
Logistic - CV 0.44*** 0.45*** 0.29*** 0.28*** 1 - - -
Splines - CV 1.51 1.54*** 1.02 0.96 3.46*** 1 - -
MLP- CV 1.13* 1.16* 0.76** 0.72 2.59*** 0.75 1 -
LSTM -CV 0.87 0.89 0.59*** 0.55*** 1.99*** 0.58** 0.77*** 1

Table 7: Average RMSFEs for all models and relative to each model. *, **, *** are the
results from Diebold and Mariano (1995) test with Harvey’s (1997) adjustment for predictive
accuracy.* Denotes rejection at the 10% level, ** at the 5% level and *** 1% level.
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Spain Point Forecasting - RMSFE - Approach 1 [10% - 1%]

Logistic Splines MLP LSTM Logistic - CV Splines - CV MLP- CV LSTM-CV

Logistic 1 - - - - - - -
Splines 1.61 1 - - - - - -
MLP 1.33* 0.83 1 - - - - -
LSTM 1.25 0.78** 0.94 1 - - - -
Logistic - CV 1.99** 1.24 1.49** 1.59** 1 - - -
Splines - CV 1.92* 1.2 1.44 1.53** 0.97 1 - -
MLP- CV 3.01*** 1.88** 2.26*** 2.4*** 1.52 1.57** 1 -
LSTM -CV 1.61** 1.01 1.21** 1.29** 0.81 0.84 0.54*** 1

Table 8: Average RMSFEs for all models and relative to each model. *, **, *** are the
results from Diebold and Mariano (1995) test with Harvey’s (1997) adjustment for predictive
accuracy.* Denotes rejection at the 10% level, ** at the 5% level and *** 1% level.
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B.1.2 Forecasting Results - Evaluation
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Figure 1: ”Forecast evaluation”
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B.1.3 Forecast Lockdown Relaxation

Figure 2: ”Logistic Model - Without CV”
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Figure 3: ”Splines Model - Without CV”
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Figure 4: ”MLP Model - Without CV”
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Figure 5: ”LSTM Model - Without CV”
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Figure 6: ”Logistic Model - With CV”
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Figure 7: ”Splines Model - With CV”
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Figure 8: ”MLP Model - With CV”

13



Figure 9: ”LSTM Model - With CV”
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B.1.4 Out-of-the-sample

In this section, we present results from the real out-of-sample forecast exercise. We present results on
a seven-steps-ahead forecast beginning on 01/05/2020. We calculated the forecast bands as follows:
At the end of the sample, T , we go back 7 days and we do a pseudo out-of-sample forecast exercise,
then we calculate the forecast errors, whose variance together with a normality assumption, are used
to construct our bands in the main out-of-sample exercise.
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Figure 10: China, Real out-of-sample, 7-steps-ahead, starts at 01/05/2020

Logistic, without CV Logistic, CV

Splines, without CV Splines, CV

MLP, without CV MLP, CV

LSTM, without CV LSTM, CV
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Figure 11: South Korea, Real out-of-sample, 7-steps-ahead, starts at 01/05/2020

Logistic, without CV Logistic, CV

Splines, without CV Splines, CV

MLP, without CV MLP, CV

LSTM, without CV LSTM, CV
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Figure 12: United Kingdom, Real out-of-sample, 7-steps-ahead, starts at 01/05/2020

Logistic, without CV Logistic, CV

Splines, without CV Splines, CV

MLP, without CV MLP, CV

LSTM, without CV LSTM, CV
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Figure 13: United States of America, Real out-of-sample, 7-steps-ahead, starts at 01/05/2020

Logistic, without CV Logistic, CV

Splines, without CV Splines, CV

MLP, without CV MLP, CV

LSTM, without CV LSTM, CV
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Figure 14: Italy, Real out-of-sample, 7-steps-ahead, starts at 01/05/2020

Logistic, without CV Logistic, CV

Splines, without CV Splines, CV

MLP, without CV MLP, CV

LSTM, without CV LSTM, CV
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Figure 15: Spain, Real out-of-sample, 7-steps-ahead, starts at 01/05/2020

Logistic, without CV Logistic, CV

Splines, without CV Splines, CV

MLP, without CV MLP, CV

LSTM, without CV LSTM, CV
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B.1.5 Raw Data

Figure 16: China: In this Figure we present the data for China, with the MA(2) outlier correction.
Row one plots the total confirmed cases. Row 2 the growth of the total confirmed cases, and the red
bar is the maximum growth over the sample size. Row 3 illustrates the remaining sample data points
after the max, and finally row 4 depicts the sample size we are left after the first data point where the
growth rate is 0.4.
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Figure 17: South Korea: In this Figure we present the data for South Korea, with the MA(2) outlier
correction. Row one plots the total confirmed cases. Row 2 the growth of the total confirmed cases,
and the red bar is the maximum growth over the sample size. Row 3 illustrates the remaining sample
data points after the max, and finally row 4 depicts the sample size we are left after the first data
point where the growth rate is 0.4.
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Figure 18: United Kingdom: In this Figure we present the data for the United Kingdom, with the
MA(2) outlier correction. Row one plots the total confirmed cases. Row 2 the growth of the total
confirmed cases, and the red bar is the maximum growth over the sample size. Row 3 illustrates the
remaining sample data points after the max, and finally row 4 depicts the sample size we are left after
the first data point where the growth rate is 0.4.
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Figure 19: USA: In this Figure we present the data for USA, with the MA(2) outlier correction. Row
one plots the total confirmed cases. Row 2 the growth of the total confirmed cases, and the red bar is
the maximum growth over the sample size. Row 3 illustrates the remaining sample data points after
the max, and finally row 4 depicts the sample size we are left after the first data point where the
growth rate is 0.4.
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Figure 20: Italy: In this Figure we present the data for Italy, with the MA(2) outlier correction. Row
one plots the total confirmed cases. Row 2 the growth of the total confirmed cases, and the red bar is
the maximum growth over the sample size. Row 3 illustrates the remaining sample data points after
the max, and finally row 4 depicts the sample size we are left after the first data point where the
growth rate is 0.4.
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Figure 21: Spain: In this Figure we present the data for Spain, with the MA(2) outlier correction.
Row one plots the total confirmed cases. Row 2 the growth of the total confirmed cases, and the red
bar is the maximum growth over the sample size. Row 3 illustrates the remaining sample data points
after the max, and finally row 4 depicts the sample size we are left after the first data point where the
growth rate is 0.4.
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